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Predictor Overview

TAGE-SC-L
120 KB

MPP
38KB

Idiom Trackers
4.4KB

Arbiter
0.03KB

Final 
Prediction

taken/not taken/no 
prediction



Idiom Trackers

Idiom Trackers
4.4KB

For-loop 
tracker

Null-terminated 
string tracker 

(NTS)

● Targets specific 
programming or compiler 
patterns or “idioms”

● Targets data dependent 
branches

● Monitors incoming 
instruction opcodes + 
register data



For-loop idiom

for (int i = 0; i < N; i++)
    /* loop body */

loop_body:
…
add X8, X8, #1     Increment
cmp X8, X9         Compare
blt loop_body      Branch



For-loop Tracker Overview

1. Monitor the frontend 2. Predictions via for-idiom 
table

3. Update predictions

● Track 8 compare+branch 

PCs

○ Up to 4 dynamic 

instances

● Detect stride patterns 

after 3 instances

projected difference <= 0
↪  predict loop exit

stride current 
distance

last 
update

...

Entry

Note: Somewhat limited by the 
simulator

Confidence counters

● Start high confidence
↪ for loops v. common

● Very timid if incorrect
↪ probably not loop

● Store patterns in  table

○ Indexed via branch PC



Overcoming frontend/backend data gap: Projected difference
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Outstanding problems - confusing control flow

for (int j = 0; j < M; j++)
  for (int i = 0; i < N[j]; i++) {
    if (/* ??? */) break;
    /* … */
  }

… I C B … I C B ! … … I C B … I C

☐ ����������☐ ☐ ����������☐ ☐ ��☐ ☐ ��☐ ☐ ☐ ☐ ��☐ ☐



Null-Terminated String (NTS) idiom

for (char *p = str; *p; p++)
    /* loop body */

loop_body:
…

 add  X8, X8, #1    Increment
 ldrb X9, [X8]      Load
 cbnz X9, loop_body Branch



NTS Tracker Overview

1. Monitor the frontend 2. Predictions via NTS-idiom 
table + string table

3. Update predictions

● Track 8 load+branch PCs

○ Up to 4 dynamic 

instances

● Detect character witdth 

after 3 instances

● Also track strings seen by 

any such loop

We need a hit in both tables to 

make a prediction

String table shared by all loops

↪ strings reused in many functions 

loads 
seen

load 
addr

distance 
to end

distance 
known

...

Entry If a write is detected to the 
starting address, the entry 
distance is marked as 
unknown

Entries can potentially 
mispredict, so we monitor 
their correctness

String addr String length

String entry



Fallback predictors

● TAGE-SC-L 120 KB configuration

● Custom MPP 38 KB configuration

● Arbiter 0.03 KB



Multiperspective Perceptron Predictor

● 2048-entry tables, 6 bit weights

● Features (Most from the original MPP paper[1])

○ Global history

○ Blurrypath

○ Acyclic

○ TAGE history

○ Modhistory

○ ....

[1] Jiménez, Daniel A. "Multiperspective perceptron predictor." 5th JILP Workshop on Computer Architecture Competitions (JWAC-5): Championship Branch Prediction (CBP-5). 2016.



Arbiter

● Indexed via PC

● Stores a set of thresholds

○ If abs(perceptron prediction) >= 

threshold, we use the perceptron 

prediction

○ Otherwise we use the TAGE based 

one

● Updating logic

○ Thresholds increased or decreased 

depending on correctness

Arbiter

Med Conf Table
Indexed via PC

8 Entries

Low Conf Table
Indexed via PC

8 Entries

θ

If abs(perceptron_pred)>=θ[tage_conf] then
use perceptron

else
TAGE

(A tuple of 
thresholds)



Bayesian Optimisation

From: Modal-Python docs, “Bayesian optimization”

● TAGE and MPP were tuned separetely using 

Bayesian optimisation

● Proved helpful in picking parameters



Optimisation Parameters

● TAGE-SC-L
○ Tag sizes
○ History sizes
○ Bimodal size
○ ...

● MPP
○ Mainly: A bitvector of 80 features
○ Hash functions
○ ...

● Arbiter
○ Buckets
○ Arbiting strategy
○ ...



Results

MPKI



Additional (post-deadline) experiments

● We did more experiments trying to remove components

● For a 192 KB budget, we found that scaling up TAGE using BO provided larger 

benefits than the MPP+arbiter setup

● A 160KB TAGE-SC-L + Idiom Trackers provided our best results



Results

MPKI



Summary

● Data dependent: It’s easier to capture a set of simple idioms than trying to make a 

perfect data-dependent predictor

● PIP achieves 3.47 MPKI

○ More experimentation needed

● TAGE160+IDIOMS achieves 3.38 MPKI

● Given more instruction data, the idiom trackers would likely improve further


